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Abstract–South Africa (SA) epitomises diversity, with the 

nation boasting eleven official languages. The field of human 
language technology (HLT) can play a vital role in bridging the 
digital divide and thus has been recognised as a priority area by 
the South African government. The current HLT landscape in 
South Africa consists mostly of a relatively young research and 
development (R&D) community, the government and a handful 
of private sector companies.  A key challenge is the perceived 
fragmentation of the R&D activities in this domain; there is 
insufficient codified knowledge about the currently available 
South African HLT language resources (LRs) and applications. 
In this paper we describe a national technology audit we 
undertook for the South African HLT landscape. The objective 
of our study was to codify and present a profile of HLT 
components in the South African HLT R&D environment. We 
present the technology audit process employed, which involved 
various data collection methods such as expert consultations, 
workshops and questionnaires. We also describe the 
complementary approaches used to analyse the status of the 
landscape, such as the detailed inventories of HLTs available 
across South Africa’s eleven languages and a series of indexes 
developed to provide a landscape overview.  We found that a 
number of HLT LRs are available in South Africa but are of a 
very basic and exploratory nature and there are many areas 
that lie fallow in terms of the variety, number, technology 
maturity and accessibility of HLT items.  
 

I. INTRODUCTION 
 

South Africa (SA), often called the “rainbow nation”, is a 
country that epitomises diversity in various forms, the most 
prominent of which are ethnicity and language. There are 
roughly twenty five languages spoken in South Africa, of 
these eleven1 have been declared as official languages [1]. To 
develop and support this multilingual society, the South 
African Government has recognised the important role that 
human language technology (HLT) could play in this regard, 
and is therefore supporting the development of HLT 
resources and applications for all the official South African 
languages. 

Human language technologies (HLT) can be described as 
the set of technologies that apply the knowledge of language 
for the development of computer systems that can recognise, 
understand, interpret and generate human language in all 
forms. Under the HLT umbrella we have information 
technologies such as computational methods, computer 

                                                            
1 The eleven official languages are isiXhosa, isiZulu, isiNdebele, siSwati, 
Sesotho, Northern Sotho (Sepedi), Setswana, Tshivenda, Xitsonga, English 
and Afrikaans. 

programs and electronic devices that are used for interpreting, 
analysing, producing or modifying the complex information 
medium of human language [2].  Human language can take 
the form of spoken language (speech) or written language 
(text); accordingly, HLT may be classified into text-based or 
speech-based technologies. Text technologies are used for 
extracting meaningful information from documents 
represented as text [3], whilst speech technologies include 
technologies such as speech recognition, speech synthesis and 
spoken dialogue systems [4, 5]. Language resources such as 
grammars and dictionaries are examples of HLT resources 
that are shared across speech and text technologies [6].  
 
A. HLT development in South Africa  

The HLT landscape in South Africa comprises a relatively 
young HLT research & development (R&D) community, 
consisting of some of the country’s prominent higher 
education institutions, national science councils, a handful of 
companies in the private sector and the government (funder). 
Over the past few years, a number of planning activities have 
been undertaken, including a series of consultations involving 
government, industry, research groups, and academics, to 
develop the HLT field as a national collaborative activity.  

The South African Department of Arts and Culture (DAC) 
confirmed the need to advance HLT in the South African 
context by developing and establishing the national HLT 
strategy. The Department of Science and Technology (DST) 
identified HLT as a key technology during its ‘DST 
technology road-mapping’ exercise [7]. The potential for 
impact of HLT was also highlighted in the “Benchmarking of 
Technology Trends and Technology Developments” report 
by the Department of Trade & Industry [8]. HLT was 
identified as one of the most significant opportunities for 
growth and development in South Africa’s Information and 
Communication Technologies (ICT) sector. The potential for 
impact of HLT on industry was even listed as higher than 
some well touted technologies such as Radio Frequency 
Identification (RFID) and grid computing.  

Numerous local HLT R&D activities have been taking 
place in South Africa with many instances of international 
recognition for the quality and impact of work, and a 
reasonable amount of money has also been invested into the 
development of South African HLT. However, in contrast, 
the potential for impact that HLT has as an enabling 
technology across various application domains is not aligned 
with the current scale of HLT activities in South Africa. 
Despite a number of efforts by the government and the R&D 
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community, South Africa has not yet been able to maximise 
on the opportunities of HLT and create a thriving HLT 
industry.  

One of the key challenges is the perceived fragmentation 
of the R&D activities in this domain [9]. There is insufficient 
codified knowledge about the current South African HLT 
components, their attributes and existing relationships. This 
problem is further exacerbated by the fact that HLT 
development in South Africa needs to occur across the eleven 
official languages. Hence, a technology audit (TA) for the 
HLT landscape in South Africa was proposed.  

The need for a technology audit is evident in the HLT 
community where discourse with respect to R&D is vibrant, 
but with a lack of a unified picture that presents the 
technological profile of the South African HLT domain. Such 
a picture would allow the research fraternity to closely align 
their research activities with each other, encourage 
collaborations and sharing of language resources, and identify 
technologies that are capable of being commercialised. Thus, 
the objective of our study was to codify and present a profile 
of HLT components in the South African R&D environment. 
Some of the specific research questions addressed were:  
 What are the most important dimensions/criteria that the 

HLT components should be documented on, in order to 
build a detailed inventory?   

 What is the status of the HLT components in the South 
African R&D environment for the eleven official 
languages?   
o Which components exist and are freely available?  
o Which components are the most important for the 

South African context? 
o What are the differences in status of the HLT 

components, across the eleven official languages?   
 What are the gaps between the current status of the HLT 

components in South Africa in comparison to the most 
important HLT components identified for the South 
African context?   

 
In this paper we present the South African Human 

Language Technologies Audit (henceforth referred to as 
SAHLTA). Section 2 reviews related work, section 3 
provides a detailed overview of the SAHLTA process, and in 
section 4 we delve into the findings of the SAHLTA and 
explicate on the various approaches used to represent the 
South African HLT landscape. Section 5 concludes by 
providing some recommendations for accelerating HLT 
development in South Africa. 
 

II. RELATED WORK 
 

Khalil [10] describes a technology audit (TA), within the 
scope of technology management; as being an “analysis 
performed to identify the strengths and weaknesses of the 
technological assets of an organisation”. These technological 
assets may be any technology that is used across the breadth 
of the company’s value chain to fulfil its functions e.g. 

production, marketing or service technology.  An 
organisation may undertake a technology audit to gain 
information on a variety of technology related matters. 
According to Martino [11] it is intended to evaluate the state 
of an organisation's technology resources and provides an 
inventory of the technologies possessed or utilised by the 
organisation. The outcome of a technology audit is analogous 
to a "balance sheet”; a snapshot of the organisation’s current 
technological status, as well as an indication of the future 
directions for maintaining and improving the organisation’s 
status. [12] indicates that the technology audit is a crucial 
element linking technology management with business 
planning and provides the necessary data required for further 
technology management activities such as gap analysis and 
technology forecasting. 

Ford [13] describes that a technology audit carried out by 
the company should address questions such as the 
technologies and the know-how on which the business 
depends, its technology position compared to its competitors, 
success in technology commercialisation, life-cycle position 
of its technologies and social, political or environmental 
factors that might hinder technological plans.  

Bross [14] highlights that the instrument of technology 
audit can be used to identify technological strengths and 
weaknesses of a sector or industry. This instrument supports 
policy makers in designing appropriate strategies for shaping 
science and technology (S&T) policies. Thus within a 
national landscape, a technology audit can be conducted at a 
sector level e.g. HLT, biotechnology, nanotechnology, 
allowing an assessment of the technological competitiveness 
and innovation potential of the country in that particular 
sector. Such national R&D surveys are also often conducted 
based on OECD’s world-renowned Frascati manual, which 
provides a detailed methodology for data collection, analysis 
and usage of statistics around R&D [15].   

A few technology surveys have specifically also been 
conducted in the field of HLT, based on the ‘Basic Language 
Resource Kit’ (BLaRK) concept. BLaRK can be defined as 
“the minimal set of language resources that is necessary to do 
any precompetitive research and education at all [for a 
language]” [16]. A BLaRK comprises of different HLT 
components, such as data collections, technology modules 
(collectively referred to as language resources (LRs)) and 
applications. The earliest use of the BLaRK concept was to 
conduct a field survey for Dutch LRs [17]. Followed by the 
Dutch efforts, a concerted BLaRK exercise was carried out 
for Arabic by NEMLAR and MEDAR [18, 19]. 

Another well-known HLT survey was the EUROMAP 
project which benchmarked and measured European 
countries’ progress in the HLT field. Countries were 
compared on two broad measures, an ‘Opportunity index’ 
and a ‘HLT Benchmark index’ where the former represents 
“the robustness of the opportunity to exploit HLT” and the 
latter measures the “prospects for and success of HLT 
research and technology transfer” [20]. It was found that in 
general countries with more conducive business 
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environments and advanced infrastructures have the most 
successful HLT research    efforts [20].  

The review of related work reveals that the term 
‘technology audit’ has been interpreted in different ways and 
refers to surveys and audits of various natures. There are 
diverse approaches in conducting a technology audit and 
depending on the goals of the audit it may address specific 
technological components, the capability levels of an 
organisation’s core competencies, or take a higher macro-
level view of the value chain and environment around a 
technology. In addition, the dimensions investigated in a 
technology audit are closely related to the environment 
(business, government, R&D, etc.) and domain (IT, human 
sciences, engineering, etc.) of the audit, since the 
technological life-cycle and value-chain activities performed 
in these environments and domains are different. For 
example, a technology audit conducted in a business 
environment will be relatively different from one conducted 
in a research organisation, or at a national science & 
technology sector level, since the technological life-cycle 
stage and value-chain activities performed in these domains 
and environments are different.  
 

III. SAHLTA METHODOLOGY 
 
A. SAHLTA Conceptual Model  

From a research and development perspective, the HLT 
landscape can be viewed as consisting of different actors that 
each play a specific role in the R&D life-cycle as illustrated 
in Figure 1.   
 

 
Figure 1. The HLT R&D landscape. 

 
Against the back-drop of this HLT landscape, we see that 

a technology audit can be used to investigate the attributes of 
each actor as well as the inter-relations between the various 
actors. Focussing our attention on the ‘role-players’, we can 
further model the activities they are involved in around the 
various aspects of the R&D value-chain as illustrated in 
Figure 2. Based on Van Huyssteen’s ‘HLT Management 
model’ [21] we postulate an adapted HLT Management and 
Value-chain Model, illustrating that the activities of an HLT 
role-player in the R&D environment is not relegated to only 
‘research’, but can span across various functions such as:  

 Human capital development (HCD) – which refers to 
educational and training activities at the undergraduate, 
postgraduate or continuous professional development 
level;  

 Research – which includes not only basic and applied 
research, but also experimental development as well as 
market and end-user studies that help to foster a greater 
understanding of how HLT can serve its ‘clients’;  

 Development – this refers to core technological 
development activities which leads to the creation of 
language resources (data and technology modules), 
applications, platforms and tools and the related standards, 
specifications, protocols and benchmarks;  

 Commercialisation – includes all activities related to the 
process of converting the technological developments into 
products or services; 

 Products and Services – refers to the end-user support 
and maintenance activities that may be provided around 
the commercialised products and services; and  

 Communication and Governance – is a somewhat over-
arching aspect that encompasses the inter-relations of the 
role-player with various stakeholders and clients, as well 
as collaborations with other role-players.  
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Figure 2. HLT Management and Value Chain model 

 
A technology audit can thus be undertaken for a single 

role-player on all the functions; or alternatively one function 
(e.g. HCD, Research, or Development) can be audited across 
multiple role-players in the HLT landscape. In this study the 
focus was to ascertain the status of the technological 
components in the South African HLT R&D environment. 
Thus, the most suitable approach was to audit the 
‘Development’ function in the HLT management model 
across multiple role players (science councils, industry, 
tertiary institutions, etc.) in the HLT landscape. To delimit 
the scope, we focussed on auditing the ‘resources’ (data and 
core technology modules) and ‘applications’ aspects within 
the ‘Development’ function. The motivation for this choice is 
that resources and applications tend to be more language-
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specific as opposed to platforms, tools, standards, 
specifications, protocols, and benchmarks. In addition, a 
cursory view also revealed that the crux of the HLT 
development activity in South African research is focussed in 
these areas.  
 
B. SAHLTA Process 

The SAHLTA process (illustrated in Figure 3) spanned 
over three phases. The first phase commenced with the 
establishment of a terminology list that would set the 
nomenclature, taxonomy and descriptions for the HLT 
components to be used in the audit, according to the 
following BLaRK classification:  
 Data – the linguistic data sets or collections, either speech 

or text, in an electronic form that are used to create, 
evaluate and improve HLT technology modules e.g. 
corpora, lexicas and grammars, etc.;  

 Modules – the basic software units or processes that are 
required to create HLT applications and products e.g. 
speech recognition, part-of-speech taggers, sentence 
tokenisers, language models, etc.; and    

 Applications – the categories of different application areas 
where HLT is used such as speech input, 
proofing/authoring tools, translation, etc.  

 
The HLT component classifications used by the Dutch 

[17] and Arabic [18] BLaRK efforts were used as a point of 
departure; however, some adaptation was required for the 
South African context. It was noted during the review of HLT 
literature that there are often variances in the terminology 
used to refer to a particular data collection or technology 
module, due to different geographic locations or research 

backgrounds. For example, ‘word sort disambiguation’ is a 
technology module in the Dutch BLaRK matrix, but it is 
often also referred to as a ‘part-of-speech tagger’ in literature, 
especially in South Africa. Also, through preliminary 
interviews with three HLT experts it was found that an 
informal small-scale BLaRK survey was attempted in 2008 
by some HLT community members, based on an exact replica 
of the Dutch BLaRK survey. However, some participants 
commented that the data, modules and applications categories 
and the taxonomy used were at times ambiguous. For 
example, a ‘monolingual lexicon’ can be interpreted as a 
‘pronunciation dictionary’ from a speech technology 
perspective, or a ‘lexicon’ of different word-forms from a text 
technology perspective.  

The revision of the ‘applications’ category was of 
particular interest, since they provide a link to HLT products 
and markets. The environments of the Dutch and Arabic 
language are significantly different from that of South 
African languages due to various reasons:  
 South Africa has different market needs where the target 

users are not only multilingual but also of diverse socio-
economic and cultural backgrounds; and 

 Significant technological advancement has been made in 
the field of HLT for Dutch and Arabic, thus their 
‘application’ categories encompass more advanced 
applications that may not currently be feasible for South 
Africa, both from a technical and market-related 
standpoint.  
 

Figure 4 illustrates the ontology created for HLT 
applications; similar ontologies were created for data and 
modules (see [22, 23, 24] for further details and examples).  

 

 
 

Figure 3. SAHLTA process. 
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Figure 4. HLT applications ontology. 
 

Our second step involved the establishment of a 
preliminary audit criteria framework that defined the criteria 
or dimensions on which the HLT components would be 
audited and documented. It is not sufficient to know whether 
a component exists or not, but rather a detailed assessment 
(e.g. quality, availability, adaptability etc.) is required on the 
component to determine its usability. Here, we closely 
followed the Dutch and the Arabic BLaRK efforts; however, 
we customised these to include the most important and 
relevant criteria for the South African context (see Table 1). 

Concurrently, a high-level inventory was built to identify 
existing HLT components (using the categories defined 
above) for each of the eleven official languages, across the 
major HLT role players in the country. The partially 
processed per-language results from the informal 2008 
BLaRK survey were used as a secondary data source to 
populate this inventory. In addition, research groups’ 
websites, published project reports, academic publications 
and in-house consultations with HLT experts were used to 
identify and verify details about existing HLT components 
for the high-level inventory.  

In phase two of the SAHLTA process, we conducted an 
audit workshop with eight South African HLT experts (across 
both speech and text-based HLT). The workshop participants 
were all internationally well-regarded South African 
scientists in the field of HLT, from local tertiary institutions 
and national science councils. Across the participants, the 
number of years of experience in the field of HLT ranges 
from between 10-30 years each. Additionally, six of the 
participants also serve on the DAC’s national ‘HLT expert 
panel’, a national advisory committee that advises the DAC 
on all national HLT related matters. In this workshop, a 

session was dedicated to obtaining consensus on the 
data/modules/applications terminology. Another major 
workshop session was focussed on developing the 
impressionistic priorities for applications and related LRs 
(data and modules) for South Africa. This was initiated by 
first identifying the most relevant factors that should be taken 
into consideration on which the assignment of the priorities 
would be based; as described below:  
 International trends – the best practices and current 

developments in the field of HLT in international R&D 
efforts and industry.  

 Local market needs – factors such as socio-economic 
backgrounds, culture, multi-linguism and the readiness of 
local markets to introduce HLT products/services.   

 Feasibility – technical feasibility as well as practical 
implications such as cost and time-lines for R&D.   

 
A basic descending 3-point priority scale was defined for 

assigning priorities to the HLT components as follows: 
 1 = Requires definite attention 
 2 = Attention given based on specific needs and trends 
 3 = Nice-to-have for further research or enhancement 
 

The audit criteria framework developed earlier was also 
proposed to the workshop participants for verification and 
enhancement. Each audit dimension was described in terms 
of either, the possible states that it could take or in terms of 
subjective descriptions on the details of the HLT item. The 
final audit criteria/dimensions framework is summarised in 
Table 1.   
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TABLE 1. SAHLTA AUDIT CRITERIA FRAMEWORK. 
Audit Criteria Description 

Technical description  Component description, size, programming language, I/O specifications, operating 
environment, file format, etc.  

Availability 
Accessibility  Available for commercial purposes; available for research and education (R&E); not available 

– proprietary or contract R&D; or unspecified. 
Maturity  Under development; alpha version; beta version; or released. 
Distribution  Method of distribution e.g. website, CD-ROM, etc. 
Licensing  Details of licensing. 
Cost  If applicable, then for different types of use e.g. commercial vs. R&E purposes, or single vs. 

multiple users. 
Documentation   Details of publications, reports, websites, user manuals, etc. 
Quality  
Verification and/or proof of quality  Manual verification of data sets, accuracy, efficiency, usage statistics.  
Compatibility with standards  Is the component based on any standards or guidelines? 
Reusability/adaptability  Compatibility with other data formats, standard tools/platforms,  relevance to other LRs and 

applications, open source 
 

 
The final audit criteria framework described above 

formed, the basis for the SAHLTA questionnaire which 
gathered data on all eleven official languages of South Africa, 
which was the third phase of SAHLTA. Prior to roll-out the 
questionnaire was piloted with a few HLT experts, an 
exercise that helped to identify fields which could potentially 
be easily misinterpreted. To further aid participants (and 
stimulate response rate) example entries which illustrated 
how to record information for a HLT component, were 
provided for each category (data, modules, applications). The 
South African HLT audit questionnaire was circulated in an 
electronic format amongst the identified major HLT players 
in the country. Organisations approached were classified as 
primary and secondary, based on their historical core HLT 
competencies. We contacted 15 primary and 12 secondary 
organisations and received responses from 12 and 4 of these 
respectively as illustrated in Table 2.  
 

TABLE 2. SAHLTA PARTICIPANT PROFILE. 
Participant Contacted Response received 

Primary 
Universities  7 6 
National science councils & 
independent research centres 

2 2 

Companies 6 4 

Total  15 12 

Secondary 
National lexicography units 11 3 
Government departments  1 1 

Total 12 4 
 

IV. RESULTS 
 

The data analysis of the SAHLTA was performed keeping 
in mind the diverse audience within the HLT landscape 
(clients, role-players, stakeholders). In order to compare the 
gathered data (e.g. the different languages with each other), 
we experimented with various (subjective) ways to quantify 
the data and present an impressionistic view of the HLT 
landscape in South Africa. We developed a number or 
indexes to represent the technological profiles of the South 

African languages comparatively. This was complemented by 
the conducting a gap analysis, which identified the gaps 
between the current status of HLT components in South 
Africa, and the prioritised South African HLT components 
(as identified during the audit workshop). This gap analysis 
could be highly informative for future technology road-
mapping exercises, as well as to immediately identify areas or 
languages that should receive special attention. 
 
A. HLT Priorities  

In this section we present the prioritisation of the South 
African HLT applications and language resources (Table 3). 
The most important applications in the speech domain were 
thought to be accessibility related (devices for the disabled), 
telephone-based services (IVR/SDS), computer aided 
language learning (CALL), audio search and audio 
management. In the text domain, proofing/authoring tools 
(e.g. spell and grammar checkers), translation (human- and 
machine-aided) and information access (information 
extraction and information retrieval) were the top candidates 
for priority 1. It is observed from this prioritisation that many 
advanced HLT applications were assigned priority 2 or 3 
based on the local market needs and feasibility factors, 
despite the fact that there is much work focussed on them 
internationally. Similarly a few advanced HLT applications 
feature in the priority 1 section due to their significance in the 
local market needs and ensuring world class research in 
South Africa.  As the HLT industry in South Africa develops 
further, this priority list will need to be updated. 

The prioritisation of language resources (data and 
modules) was also conducted during the workshop (provided 
in [18] due to length constraints). Priorities were assigned to 
the data and modules contained in the HLT components’ 
ontologies developed in section 3.B. In addition to the three 
prioritisation factors (section 3.B) the prioritised applications 
were also taken into consideration when assigning priorities 
to the LRs to ensure that basic HLT LRs as well as specific 
HLT LRs required for the prioritised applications, were taken 
into account.  
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TABLE 3. PRIORITISATION OF HLT APPLICATIONS FOR SOUTH AFRICA. 

Priority 
Applications 

Text Speech 

1 
 

Proofing/authoring tools Accessibility 
Information retrieval Telephony applications (IVR/SDS;  Transactional/Information) 
Information extraction Computer-assisted language learning (CALL) 
Human-aided machine translation  Audio search 
Machine-aided human translation Audio management 

2 

Optical character recognition (OCR)/ Intelligent character 
recognition (ICR) 

Access control 

Multilingual comprehension assistants Embedded speech recognition 
Computer-assisted language learning (CALL) Speaking devices 
Authorship identification Computer-assisted training 

3 

Text generation Transcription and dictation 
Document classification Multimodal information access 
Automatic summarisation Command & control 
Question answering (QA) Announcement systems 
Dialogue systems (text-based) Audio books 
Reference works  Speech-to-speech translation 

 
B. HLT Indexes and Detailed Inventories  

We begin with the Maturity Index which provides a 
measure of the maturity of HLT components in a language by 
taking into account the maturity stage of an item against the 
relative importance or contribution of each maturity stage. 
The ‘maturity sum’ per component grouping (within data, 
modules, and applications) for each language is calculated as: 

 
Maturity sum = 1.UD + 2.AV + 4.BV + 8.RV         (1) 
 
where UD is the number of components in the ‘under 
development’ phase, AV is the number of ‘alpha version’ 
components, BV is the number of ‘beta version’ components, 
and RV is the number of ‘released version’ components; the 
weights for the different versions are relative, in order to give 
greater importance to the final, released versions of 
components, e.g. the weight assigned to a particular maturity 
stage is double that of the preceding maturity stage. Maturity 
sums were calculated across component groupings for all 
data, modules and applications per language and the Maturity 
Index (per language) was calculated by normalising the total 
of all the maturity sums (i.e. all component groupings across 
data, modules and applications for a language) by the sum of 
weights for the maturity stages (1+2+4+8 =15) obtain a 
comparative approximation of the maturity across the 
different languages.  

Figure 5 illustrates the ‘Maturity Index’ that was 
calculated for each language; note this index is a relative 
index since it is based on the total number of HLT 
components that exist in a language2, and indicates how 
mature the language is in terms of the development stages of 
its HLT components. Afrikaans was found to have the highest 
maturity (since it has a high maturity sum due to the highest 
number of HLT items many of which are in the more mature 
stages (released, beta)) with SA English as second with 

                                                            
2 In our work ‘English (Eng)’ refers to ‘South African English (SAE)’ which 
has significant linguistic differences (e.g. pronunciation of words) from other 
accents of English such as ‘British’ or ‘American’ English.  

significantly less maturity. This is followed by the African 
languages IsiZulu, IsiXhosa, Setswana, Sepedi and Sesotho 
which are in close proximity and finally the lesser spoken 
languages such as isiNdebele, Siswati, Xitsonga, Tshivenda 
and the language independent items.  

Similar to the Maturity Index the Accessibility Index 
provides a measure of the accessibility of HLT components 
in a language by considering the accessibility stage of an item 
as well as the relative importance of each accessibility stage.  
The ‘accessibility sum’ is calculated per HLT component 
grouping for each language as follows;  
 
Accessibility sum = 1.UN + 2.NA+ 4.RE+ 8.CO+ 12.CRE  
 (2) 

 

 
 

Figure 5. Maturity Index of South African languages3 

 

                                                            
3 SAE – South African English, Afr – Afrikaans, Zul – isiZulu , Xho – 
isiXhosa, Ndb – isiNdebele, Ssw – SiSwati, Ses – Southern Sotho (Sesotho), 
Sep – Northern Sotho (Sesotho sa Leboa/Sepedi), Sts – Setswana, Xit – 
Xitsonga , Tsv – Tshivenda, L.I. – language independent  
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Where UN is the number of components that are classified as 
‘Unspecified’ in terms of the accessibility stage, NA is the 
number of components that are listed as ‘Not available 
(proprietary or contract R&D)’, RE is the number of 
components ‘available for research and education (R&E)’, 
CO is the number of components ‘available for commercial 
purposes’ and CRE is the number of components ‘available 
for commercial purposes and R&E’ in terms of accessibility.  
Similar to the maturity sum, relative weights were assigned to 
the different accessibility stages, with higher weights for 
stages that make a component more accessible (e.g. available 
for commercial). Since the ‘available for commercial 
purposes and R&E’ stage is a combination of the previous 
‘commercial only’ and ‘R&E only’ categories, it was 
assigned only 1.5 times the weight of the preceding score i.e. 
1.5*8=12).  

Accessibility sums were calculated across component 
groupings for all data, modules and applications per 
language. The ‘Accessibility Index’ (per language) provides a 
comparative approximation of the accessibility of HLT 
components across all the languages. It was calculated by 
normalising the grand total of the accessibility sums from all 
the data, modules and applications component groupings per 
language, by dividing it with the sum of the weights of the 
accessibility stages (1+2+4+8+12=27).   

Figure 6 illustrates the ‘Accessibility Index’ calculated on 
a per language basis. It indicates how accessible a language is 
in terms of accessibility stages of its HLT components and is 
based on the total number of HLT components that exist in a 
language. Similar to the maturity index Afrikaans and 
English take the first and second lead positions respectively, 
followed by isiZulu. In a slightly different scenario isiXhosa, 
Sepedi and Setswana are close counterparts followed by 
Sesotho. The smaller minority languages Tshivenda, SiSwati, 
Ndebele and Xitsonga follow thereafter.  

 

 
 

Figure 6. Accessibility Index of South African languages. 

 
The HLT Language Index (Figure 7) provides a 

comparison on the overall status of HLT development for the 
eleven South African languages and was calculated by 

summation of the Maturity Index and the Accessibility Index 
for each language. This index allows the South African 
languages to be compared against each other based on the 
total quantity of HLT activity within a language whilst also 
taking into account the stage of maturity and accessibility of 
the outputs of the HLT activity in South Africa. We see that 
Afrikaans is by far the most developed language in South 
Africa with regard to HLT LRs and applications, followed by 
the local vernacular of South African English (with a 
significant difference between the two). This picture is 
slightly skewed by the fact that very little work on South 
African English is required within the text domain, which 
means that South African English will almost always only be 
measured in terms of activity related to speech technologies.  

IsiZulu, isiXhosa, Sepedi, Setswana and Sesotho (the 
five African languages in South Africa with the most native 
speakers) follow behind English; the two Nguni languages 
(isiZulu and isiXhosa) have slightly more activity in the field 
of HLT, compared to the Sotho languages (Sepedi, Setswana 
and Sesotho). This can be attributed to the fact that isiZulu 
and isiXhosa are by far the two largest languages in South 
Africa, used in a variety of domains and in various provinces 
– and thus are often of larger commercial and/or academic 
interest. At the tail-end are the lesser-used languages, viz. 
Tshivenda, Siswati, isiNdebele and Xitsonga. (Language 
independent items are also included in the index, right at the 
end.) These four languages significantly lag behind in terms 
of HLT activity; the majority of items available for these 
languages were developed quite recently, and are mainly due 
to the South African government’s investment in these 
languages. 

The HLT Component Indexes provide an alternative 
perspective on the quantity of activity taking place within the 
data, modules and application categories on a component 
grouping level.  The Component Indexes for all languages 
were plotted in a grid using a bubble plot. The value of the 
Component Index for a particular component grouping 
determines the size of the bubble (i.e. the higher the index the 
larger the bubble). It is important to note that the size of the 
bubbles plotted within a plot is proportional to the highest 
value of the Component Index within that specific plot.  

 

 
 

Figure 7. South African HLT Language Index. 
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Figure 8 depicts the plot for the Component Index for 
HLT applications (for data and modules see [18]); text-based 
(in blue) and speech-based (in red). The greatest quantity of 
activity (more mature and accessible) is in the reference 
works (text) for Afrikaans and English, as well as in 
telephony-based services in English. There is some medium-
scale activity in the document production, translation, CALL, 
and accessibility areas for the text and speech domains 
respectively. A number of speech-based applications have 
very few activities in English, Afrikaans and IsiXhosa, since 
these applications are in their early development phases. The 
remainder of the South African languages do not have any 
activity in terms of speech-based applications.  

We also generated detailed inventories for all the South 
African language resources and applications to indicate the 
existence of the various sub-components that exist under the 
ontologies of HLT components defined in phase one of 
SAHLTA. A basic three point scale was used to define the 
existence of items for a particular HLT sub-component type 
as illustrated by the following representation:  

     :  Items exist and are accessible, released and of fairly 
adequate quality;  

    :  Items may exist but may be available for restricted 
use (e.g. research & education only, not available or 
unspecified), or be not released or be of inadequate 
quality;  

    :  No items exist for this category; and  
 ‘–’ :  When a data, module or applications category is not 

applicable to a language.  
 

Figure 9 shows an example of a detailed inventory for 
HLT data in South Africa. Similar inventories were created 
for modules and applications [18].  
 
C. HLT Gap Analysis  

The final step in our audit process involved a gap analysis, 
which served to identify the gaps between the current status 
(detailed inventories) and the prioritised South African HLT 
components (from the audit workshop). The gap analysis can  

 

 
 

 
Figure 8. HLT Component Index for applications 

 

1701

2011 Proceedings of PICMET '11: Technology Management In The Energy-Smart World (PICMET)



be highly informative for future road-mapping exercises, as 
well as to immediately identify areas or languages that should 
receive particular attention. 

Figure 10 illustrates part of the gap analysis for priority 1 
text LRs and applications.  We see that of the data resources 
identified as priority 1, many are mostly somewhat existent, 
have restricted use due to insufficient maturity or 
accessibility, and are not always available for all languages. 
The majority of core HLT modules (priority 1) are somewhat 
existent, however they are only available in one or a few 
languages and in most cases are of an uncertain quality. 
Approximately one-third of the HLT modules that were 
identified as priority 1 (require definite attention) are 
currently non-existent.  

For the text applications, proofing/authoring tools seemed 
to be adequately addressed, whilst translation related 
applications are still in the early exploratory stages, and 
information management applications (information retrieval 
and extraction) are non-existent.  A similar gap analysis was 
performed for priority 2 and 3 text LRs and applications and 
the general trend found in priority 1 LRs is further magnified 
in this case, where most priority 2 and 3 items are non-
existent, and if somewhat existent, they are of a very 
uncertain quality. These findings highlight that the majority 
of the activities in text-based HLT in South Africa are 
currently focussed on building basic and core LRs and 
applications (priority 1) and not so much advanced LRs and 
applications (priority 2 and 3). 

A parallel exercise was also performed for the gap 
analysis of speech-based HLT components across all eleven 
languages (see [18]). In slight contrast to the text domain, the 
majority of priority 1 data resources and speech modules 

(such as pronunciation dictionaries, speech recognition and 
text-to-speech (TTS) technologies) exist, though mostly in a 
very basic state. This is as a result of a large, government 
sponsored project in this domain, which recently made these 
basic speech domain modules and data available. However, a 
significant number of core data and modules – such as the 
more advanced speech recognition and TTS related modules 
– are still non-existent across the eleven languages. 
Telephony-based services (IVR/SDS) is the only priority 1 
speech application that has some significant activity (though 
not equally so in all languages); other applications such as 
accessibility and audio search are in their very early stages, 
whilst priority 1 applications like audio management and 
computer-assisted language learning (CALL) are non-
existent.  

In terms of priority 2 and 3 LRs and applications a similar 
scenario as with text-based HLT is observed; many items are 
non-existent and where an HLT item does exist, it is only in a 
few languages or in early stages of its development. In terms 
of the speech domain, it should be noted that some core 
(priority 1) data and modules (e.g. basic speech recognition, 
text-to-speech and speech corpora) have only recently come 
into existence; thus the activities under this domain are still 
very much in their formative years.  

Based on the above, our over-all impression of the South 
African HLT landscape is that very few basic LRs and 
applications exist across all eleven languages; unsurprisingly, 
it is especially the four smallest languages that lag far behind 
in terms of HLT development. It is also clear that there are a 
great many areas that lie fallow in terms of the variety, 
number and maturity of items, especially compared to other 
world languages.  
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Figure 9. Detailed inventory per data sub-category. 
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Figure 10. Gap Analysis of text-based HLT (priority 1). 
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V. CONCLUSION 
 
The SAHLTA revealed that South African HLT role-players 
and stakeholders are faced with the challenging task of 
balancing the need to address all official languages, for socio-
economic and political reasons, with that of creating an 
economically viable and thriving HLT industry, where there 
is return on investment on the HLT outputs produced for a 
certain language. A multifaceted approach is required for 
accelerating HLT development in South Africa, which could 
include the following aspects.  
 LR development and distribution – based on the gap 

analysis, we see that basic core LRs need to be built for all 
languages but the South African HLT community needs to 
also start building experience in developing more 
advanced LRs (priority 2 and 3) for future fast-tracking of 
HLT applications. It was observed in the results that 
licensing agreements were often not defined for numerous 
LRs identified. Thus, although some of these LRs maybe 
declared as accessible the ambiguity around the licensing 
leads to delays and obstacles in using them. Therefore, in 
order to encourage innovation, LRs should preferably be 
made freely available or where subject to any intellectual 
property rights, their purchase price should not be 
prohibitive.  

 Industry stimulation programmes – the principal 
sponsor of HLT development in South Africa thus far has 
been the government. In contrast, the South African HLT 
industry only comprises a handful of companies which 
focus on a few languages since the initial investment 
required does not cover the potential income from the 
projected market needs for most languages. Thus, in these 
formative years the government investment should be 
sustained to build a strong foundation of HLT outputs 
which stimulates HLT industry creation in South Africa 
and ensures that HLT in all eleven languages continue to 
progress. It was also observed that there is little awareness 
in the South African commercial sector about the 
opportunities and positive impact of HLT e.g. the 
financial sector or the ICT sector. Thus, besides funding, 
awareness and initiatives need to be developed to 
encourage the existing HLT industry’s participation in the 
national HLT activity and mobilise the creation of new 
HLT-based companies.   
Such initiatives could be consortiums comprising of 
existing R&D HLT players (who source the technology) 
with companies from business sectors such as banks and 
mobile network providers (who have an existing customer 
base and a greater understanding of market needs) or 
simple contract R&D partnerships between academia and 
industry. In addition, industry participation in lesser 
resourced languages may need to be motivated proactively 
by the government. In addition, the primary government 
funders of HLT in South Africa currently are only 
national Department of Arts and Culture (DAC) and 
Department of Science and Technology (DST). Thus, 

synergy between the existing HLT community, DAC, 
DST and other relevant government departments such as 
the Department of Trade & Industry and the Department 
of Communications should be cultivated to bring about a 
concerted effort in taking HLT forth in the South African 
economy.  

 Collaborations – Greater collaboration is required within 
the local and international HLT community. Here, a major 
challenge is to harness the knowledge and skills 
developed in local pockets of excellence into a 
collaborative South African endeavour. Thus, a more 
coordinated effort across the HLT community is required 
to create a well-mapped trajectory for HLT LR and 
market development in South Africa. 

 Human capital development (HCD) – the shortage of 
linguistic expertise and general scientific human capital is 
a prohibitive factor in the progress of HLT, thus HCD 
efforts within the field of HLT should be accelerated. The 
general sentiment amongst HLT academia is that more 
awareness needs to be created, about the field, in 
undergraduate and secondary school students and greater 
investment needs to be made in generating HLT 
practitioners who can feed into the emergent HLT 
industry’s pipeline.  

 Cultivation of niche expertise – it was observed from the 
audit results that a number of language independent 
methods have been adopted in creating HLT components 
for South Africa. This approach (depending on the LR in 
question) has the potential to fast-track the development 
of HLT across South Africa’s languages and already a 
number of achievements have been made in South Africa 
in producing HLT items with limited LRs. The local HLT 
community should continue to enhance this capability to 
create a niche expertise area for itself, which could result 
in technology transfer to other countries with under-
resourced languages e.g. other African and smaller 
European languages. 
 
In terms of the SAHLTA process we experienced that 

despite monetary incentives we had to encourage a number of 
participants for their participation by reiterating the value of 
SAHLTA and its findings and the possibility of a national 
HLT database that captures this information, which would be 
freely available for their use. We conjecture that this 
reluctance may be ascribed to many factors in a young R&D 
community, including the lack of a shared, coherent vision on 
the potential of a strong HLT R&D industry, as well as an 
awareness of the true potential of HLT. In hindsight, we have 
learned that an audit like this should follow a bottom-up 
approach: if the community doesn’t share an understanding of 
the real value of such an audit, or if they don’t have a real 
need to get access to the results of such an audit (e.g. a 
national database, or the potential to get funding), the process 
is hampered considerably. 

Data collection through the audit questionnaire proved to 
be a major burden. Many participants, although active role-
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players in the field, provided only basic information (at times 
not even compulsory information), and had to be prompted 
personally in the post questionnaire phase to provide further 
detailed information. We conjecture that these challenges 
arise because measuring quality and other subjective 
dimensions is a time-consuming, (often) costly and effortful 
process, requiring dedicated human resources. However, we 
do believe that it is worth the investment, since the value of a 
HLT LR and application (or any technology audit for that 
matter) should take into account several audit dimensions of 
which many may be subjective (e.g. quality). 

Technology audits are primarily used as tools for further 
planning around a technology domain. In this paper, we have 
presented a technology audit methodology for codifying 
knowledge about the HLT domain. We have explicated a 
process that could be repeated in other contexts/countries, 
and described some of the instruments (e.g. questionnaires, 
indexes, etc.) through which data could be captured and 
presented. In our opinion, one should strive to do a once-off 
extensive audit like this; after that, auditing should be 
organic, supported by good governance and buy-in from the 
community. 
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